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Introducing Versal™ Adaptive SoCs

Agenda for Today

Versal AI Engine Architecture Overview

AI Engine Programing Flow and Tools Introduction

Resources to Get Started



Introducing Versal™ Adaptive SoCs
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The Technology Conundrum…and the Need for a New Compute 

Paradigm

Processing Architectures
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Whole
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Complex
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Full Linux “Services”

Domain-

Specific

Parallelism

(e.g., Video, ML) 

Irregular

Data Types, 

Instruction Sets, 

Data Operation
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Software programmability 

Performance for a diverse 
range of applications

Adaptability to keep pace 
with rapid innovation

Today’s 
Developer Needs:
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New Class of Adaptive SoCs

Diverse Workloads in

Milliseconds

Future Proof for 

New Algorithms

ADAPTIVE

Adaptable
Engines

Scalar
Engines 

Intelligent
Engines

COMPUTE ACCELERATION

Enabling Data Scientists, SW Developers, HW Developers

PLATFORM

Development Tools 
HW/SW Libraries 
Runtime Stack

SW Programmable 
Silicon Infrastructure
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All Devices of the Series Include the AI Engine

Some Devices of the Series Include the AI Engine



Versal™ AI Engine Architecture Overview
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AI Engine

Tile

AI Engine

Tile

AI Engine

Tile

AI Engine

Tile

Introduction to the AI Engine

First introduced in Versal™ AI Core series

Software programmable

• VLIW processor running at 1GHz+

• Massively reduced development time vs traditional RTL

Array of vector processors

• From 8 tiles on the smallest device (VE2002)

• Up to 472 tiles on the largest device (VP2802)

Terabytes/sec of interface bandwidth

• Direct, massive throughput to adaptable hardware engines
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Fixed, shared

Interconnect

• Blocking limits 

compute

• Timing not 

deterministic

AI Engine Array
(Intelligent Engine)

Dedicated

Interconnect
• Non-blocking

• Deterministic

Local, Distributed Memory
• No cache misses
• Higher bandwidth
• Less capacity required
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11 |

[Public]

Optimized AIE-ML for Up to 4X AI Compute

Interconnect

Vector Processor

Enhanced
AI Vector Extensions

Reduced DSP Extensions

New Memory Tile
(Up to 38MB Across AIE Array)

AI Engine ML Tile

64KB

Data

Memory

(2x)

DMA

DMA

・ Enhanced INT8 and added INT4, BFLOAT16

・ New memory tile for high BW-shared memory access

・ 2X local data memory per compute core

・ 2X the number of multipliers

・ Reduced DSP extensions to optimize for ML

AIE-ML

Up to 4X ML ComputeInterconnect

Vector Processor

AI Engine Tile

32KB

Data

Memory

DMA

DMA

AI Vector Extensions

DSP Extensions

AIE

Balanced for ML & DSP Optimized for ML

BEAMFORMING,

RADAR PROCESSING,

HIGH PERF. COMPUTING

CNN, RNN, MLP

Machine Learning  Advanced Signal Processing

AI Engine-ML

AI Engine
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Versal™ Series with AI Engine

VC1352 VC1502 VC1702 VC1802 VC1902 VC2602 VC2802

AIE AIE AIE AIE AIE AIE- ML AIE-ML

VE2002 VE2102 VE2202 VE2302 VE1752 VE2602 VE2802

AIE-ML AIE-ML AIE-ML AIE-ML AIE AIE- ML AIE-ML

VP2502 VP2802

AIE AIE
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AI Engine: Terminology
AI Engine Array

Stream 

Interface

Memory and/or
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Local 

Memory

Interconnect

AI ENGINE

Local 

Memory

Interconnect

AI Engine Tile
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AI Engine: Array Architecture

PL

PS I/O

AIE-ML

PL

PS I/O

AIE
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AI Engine: Array Architecture – Memory
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AI Engine: Array Architecture – Memory
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AI Engine: Array Architecture – Memory

PL

PS I/O

AIE-ML

AIE-ML

M
e
m

o
ry

AIE-ML

M
e
m

o
ry

AIE-ML

Memory 

Tile

AIE-ML

Memory 

Tile

AIE-ML

Memory 

Tile

AIE-ML

M
e
m

o
ry

AIE-ML

M
e
m

o
ry

AIE-ML

M
e
m

o
ry

AIE-ML

M
e
m

o
ry

All lines are identical

Memory is always on the East

One or two rows of memory tiles 

At the bottom of the array
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AI Engine: Array Architecture – Memory Interface

PL

PS I/O

AIE

PL

PS I/O

AIE-ML

AIE

M
e
m

o
ry

AIE

M
e
m

o
ry

AIE

M
e
m

o
ry

AIE

M
e
m

o
ry

AIE

M
e
m

o
ry

AIE

M
e
m

o
ry

AIE

M
e
m

o
ry

AIE

M
e
m

o
ry

AIE

M
e
m

o
ry

AIE-ML

M
e
m

o
ry

AIE-ML

M
e
m

o
ry

AIE-ML

Memory 

Tile

AIE-ML

Memory 

Tile

AIE-ML

Memory 

Tile

AIE-ML

M
e
m

o
ry

AIE-ML

M
e
m

o
ry

AIE-ML

M
e
m

o
ry

AIE-ML

M
e
m

o
ry

Direct Memory Interface



19 |

[Public]

AI Engine: Array Architecture – Memory Interface
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Each AIE core has direct access to 128KB memory:

• Its own 32KB local memory

• 32KB on the North

• 32KB on the South

• 32KB on the West

    or on the East depending on the row

The AIE on the edges of the array have access to 

one or two fewer memory modules
South East

Direct Memory Interface
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AI Engine: Array Architecture – Memory Interface
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Each AIE-ML core has direct access to 256KB memory:

• Its own 64KB local memory

• 64KB on the North

• 64KB on the South

• 64KB on the West

The DMAs in the memory tiles core have direct access to:

• The local memory

• The memory of the memory tiles on the East and West

The AIE-ML on the edges of the array have access to 

one or two fewer memory modules

Direct Memory Interface

West East
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AI Engine: Array Architecture – Interconnect
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Flexible and dedicated interconnect

• Up to 200+ GB/s bandwidth per tile

• Communication between tiles

• Access to PL and memory in the PL

Direct Memory Interface

Stream Interface
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AI Engine: Array Architecture – Cascade Interface
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Sending partial result to the next

AI Engine

Direct Memory Interface

Stream Interface

Cascade Interface
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AI Engine: Array Architecture – Cascade Interface
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Direct Memory Interface
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Cascade Interface

• The cascade streams travel from tile to tile in horizontal manner 

from West to East or East to West depending on the row

• As a cascade stream reaches the edge at one end, it is connected 

to the input of the tile above it
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AI Engine: Array Architecture – Cascade Interface
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Direct Memory Interface

Stream Interface
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The AIE-ML array has cascade connections:

• In horizontal direction, from West to East

• And in vertical direction, from North to South

The cascade start points and end points are tied off at the 

array edges
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AIE
AI Engine: Interfaces

AIE-ML

Two differences regarding the core interfaces between AIE and AIE-ML:
• Cascade interface direction and size

• Vertical direction added in AIE-ML

• Size increased to 512 bits in AIE-ML vs 384 bits in AIE

• Streaming interface

• Reduced to one incoming 32-bit data stream and one outgoing 32-bit data stream in AIE-ML

• Streams FIFO in AIE, allowing 128-bit data over 4 cycles and non-blocking transactions
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AIE

AI Engine: Interfaces – Data Memory Interface

AIE-ML

Data Memory Interface

• Two 256-bit-wide load units and one 256-bit-wide store unit

• Direct access to neighboring memories

• Lock interface issues lock signals to manage shared resources
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AI Engine Integration with Versal™ Adaptive SoC

PL

PS I/O

• TB/s of interface bandwidth

• AI Engine to programmable logic

• AI Engine to NOC

• Leveraging NOC connectivity

• PS manages config / debug / trace

• AI Engine to DRAM (no PL required)

AI ENGINE ARRAY

Programmable

Logic

NOC

SwitchSwitchSwitch

Switch Switch

Async CDC

AXI-S

DMA

Ext.

DRAMSwitch

AXI-MM

PL

Function

PS /

PMC

AI Engine

Interface Tiles



AI Engine Programing Flow and Tools Introduction
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Programming Abstraction Levels

Run

Kernel Program
Data flow with user-

defined libraries

Software Programmable: Any Developer

• Abstracts the AI Engine (black box)

• Automatic connectivity and kernel 

programming

• Example: Vitis™ AI

• Use AMD libraries for data flow 

• User has full control

• Write kernel code

• Control data flow and connectivity 

Data Flow
with AMD libraries

Architecture 

Overlay
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Programming the AI Engine

Programming the AI Engine array requires 

understanding of:

Algorithm to be 

implemented

Capabilities of the

AI Engines

Overall data flow between 

individual functional units

AI Engine array supports three levels of parallelism:

Multiple elements to be computed in parallel

Multiple instructions to be executed in a single clock cycle

Up to 472 AI Engines can execute in parallel

SIMD

Instruction Level

Multi-Core
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AI Engine Array Supports Three Levels of Parallelism
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SIMD (single instruction, multiple data) – Multiple compute operations in parallel
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AI Engine Array Supports Three Levels of Parallelism
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VLIW (very long instruction word) – Multiple operations in the same cycle
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AI Engine Array Supports Three Levels of Parallelism
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Multi-core – Multiple AI Engines computing in parallel
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Programming the AI Engine: Kernels

• C/C++ computation function

• Declared as void C/C++ functions

• I/O buffer or stream arguments for 

graph connectivity

• Compiled for one AI Engine

• Multiple kernels can run on a single 

AI Engine

AI Engine Kernels {</>}
C/C++ 
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Programming the AI Engine: Adaptive Dataflow Graph

• Written in C++

• Describes the kernel connectivity

Adaptive Dataflow 

Graph (ADF)

PL PL



Vitis™ Unified IDE for AI Engine Development

Tool Demo



Resources to Get Started
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AI Engine On-Demand Training

https://xilinxprod-catalog.netexam.com/Search?searchText=Designing+with+Versal+AI+Engine

https://xilinxprod-catalog.netexam.com/Search?searchText=Designing+with+Versal+AI+Engine
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AI Engine Documentation

https://docs.xilinx.com/p/ai-engine-development

https://docs.xilinx.com/p/ai-engine-development
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AI Engine Tutorials

https://github.com/Xilinx/Vitis-Tutorials/tree/2023.1/AI_Engine_Development/

https://github.com/Xilinx/Vitis-Tutorials/tree/2023.1/AI_Engine_Development/
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AI Engine Support

https://support.xilinx.com/

https://support.xilinx.com/
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DISCLAIMER AND ATTRIBUTIONS

DISCLAIMER
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